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Multi-Armed Bandits: History, Theory, Applications

Qing Zhao, UC Davis
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Applications
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Clinical Trial (Thompson’33)

Two treatments with unknown effectiveness:
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Web Search (Radlinski&al’08)
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Internet Advertising (Babaioff&al’09)

Where to place ads?
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Playing Golf with Multiple Balls (Dumitriu&al’03)
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Multi-Agent Systems (Whittle’88, LeNy&al’08)

K agents tracking N (N > K) targets:



c©Qing Zhao, UC Davis. Plenary talk at SPAWC, June, 2010. 8

Queueing and Scheduling

(Veatch&Wein’96,Lott&Teneketzis’00,Ehsan&Liu’04,Niño-Mora’07)

N queues/users, K (K < N) servers/channels:

λ1

λ2
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Cognitive Radio (Zhao&al’07)

Sense K of N Gilbert-Elliot channels:
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Opportunities

Channel 1

Channel N
0 1 2 3 T t

t

0 1
(busy) (idle)

p01

p11p00

p10
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The Essential Conflict and Two Formulations
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The Essential Conflict

“Bandit problems embody in essential form a conflict evident in all human action:

choosing actions which yield immediate reward vs. chossing actions (e.g.,acquiring

information or preparing the ground) whose benefit will come only later.”

— P. Whittle (1980)
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Information vs. Immediate Payoff

A Two-Armed Bandit:

◮ Two coins with unknown bias θ1, θ2.

◮ Head: reward = 1; Tail: reward = 0.

◮ Objective: maximize total reward over T flips.

An Example (Berry&Fristedt’85):

2 θ1 =
1
2, θ2 =

{

1, with probability 1
4

0, with probability 3
4

2 To gain immediate payoff: flip Coin 1 indefinitely.

2 To gain information: flip Coin 2 initially.
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Two Formulations

Non-Bayesian Formulation:

◮ (θ1, θ2) are unknown deterministic parameters.

◮ Policy π: choose a coin based on the observation history.

◮ V π
T (θ1, θ2): total reward over a horizon of length T .
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Two Formulations

Non-Bayesian Formulation:

◮ (θ1, θ2) are unknown deterministic parameters.

◮ Policy π: choose a coin based on the observation history.

◮ V π
T (θ1, θ2): total reward over a horizon of length T .

Bayesian Formulation:

◮ (θ1, θ2) are random variables with prior distributions (fθ1, fθ2).

◮ Policy π: choose a coin based on (fθ1, fθ2) and the observation history.

◮ The total discounted reward over an infinite horizon:

Vπ(fθ1, fθ2)
∆
= Eπ{

∞∑

t=0

βt Rπ(t)
︸ ︷︷ ︸

reward at t

| (fθ1, fθ2) } (0 < β < 1)
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Bayesian Formulation



c©Qing Zhao, UC Davis. Plenary talk at SPAWC, June, 2010. 16

Bandit and MDP

Multi-Armed Bandit as A Class of MDP: (Bellman’56)

◮ N independent arms with fully observable states [Z1(t), · · · , ZN(t)].

◮ One arm is activated at each time.

◮ Active arm changes state(known Markov process); offers reward Ri(Zi(t)).

◮ Passive arms are frozen and generate no reward.
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Bandit and MDP

Multi-Armed Bandit as A Class of MDP: (Bellman’56)

◮ N independent arms with fully observable states [Z1(t), · · · , ZN(t)].

◮ One arm is activated at each time.

◮ Active arm changes state(known Markov process); offers reward Ri(Zi(t)).

◮ Passive arms are frozen and generate no reward.

Why is sampling stochastic processes with unknown distributions an MDP?

2 The state of each arm is the posterior distribution fθi(t)(information state).

2 For an active arm, fθi(t+1) is updated from fθi(t) and the new observation.

2 For a passive arm, fθi(t + 1) = fθi(t).



c©Qing Zhao, UC Davis. Plenary talk at SPAWC, June, 2010. 18

Bandit and MDP

Multi-Armed Bandit as A Class of MDP: (Bellman’56)

◮ N independent arms with fully observable states [Z1(t), · · · , ZN(t)].

◮ One arm is activated at each time.

◮ Active arm changes state(known Markov process); offers reward Ri(Zi(t)).

◮ Passive arms are frozen and generate no reward.

Solving Multi-Armed Bandit using Dynamic Programming:

◮ Exponential complexity with respect to N .
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Gittins Index

The Index Structure of the Optimal Policy: (Gittins’74)

◮ Assign each state of each arm a priority index.

◮ Activate the arm with highest current index value.

Complexity:
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Gittins Index

The Index Structure of the Optimal Policy: (Gittins’74)

◮ Assign each state of each arm a priority index.

◮ Activate the arm with highest current index value.

Complexity:

◮ Arms are decoupled (1 N-dim to N separate 1-dim problems).

◮ Linear complexity with N .

◮ Polynomial (cubic) with the state space size of a single arm

(Varaiya&Walrand&Buyukkoc’85, Katta&Sethuraman’04).
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Alternative Proofs of Gittins Index

◮ Gittins’74: interchange argument.

◮ Whittle’80: dynamic programming.

◮ Varaiya&Walrand&Buyukkoc’85:

– extension from Markovian to non-Markovian dynamics.

◮ Weiss’88: simplified interchange argument.

◮ Weber’92: pure ingenuity!

◮ Tsitsiklis’86&94: simplified dynamic programming and induction.

◮ Bertsimas&Nino-Mora’96: conservation law and LP duality.
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Variations
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Variations of Bandit Problems

Stochastic Shortest Path Bandit: (Dumitriu&Tetali&Winkler’03)

2 Random horizon (action dependent).

2 Non-discounted reward.

2 Gittins index rule holds.

Arm-Acquiring Bandit: (Whittle’81)

2 New arms arrive randomly.

2 Gittins index rule holds for i.i.d. arrivals.

Bandit Superprocess: (Nash’73, Whittle’80)

2 There are different modes to activate an arm.

2 Gittins index rule holds under certain conditions.
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Restless Bandit

λ1

λ2
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Restless Bandit

Restless Multi-Armed Bandit: (Whittle’88)

◮ Passive arms also change state and offer reward.

◮ Activate K arms simultaneously.

Structure of the Optimal Policy:

◮ Not yet found.

Complexity:

◮ PSPACE-hard (Papadimitriou&Tsitsiklis’99).



c©Qing Zhao, UC Davis. Plenary talk at SPAWC, June, 2010. 26

Whittle Index

Whittle Index: (Whittle’88)

2 Optimal under relaxed constraint on the average number of active arms.

2 Asymptotically (N → ∞) optimal under certain conditions (Weber&Weiss’90).

2 Near optimal performance observed from extensive numerical examples.

Difficulties:

2 Existence (indexability) not guaranteed and difficult to check.

2 Numerical index computation infeasible for infinite state space.

2 Optimality in finite regime difficult to establish.
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Cognitive Radio (Zhao&al’07)
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Opportunities

Channel 1

Channel N
0 1 2 3 T t

t

◮ Each channel is considered as an arm.

◮ State of arm i: posterior probability that channel i is idle.

ωi(t) = Pr[channel i is idle in slot t | O(1), · · · , O(t− 1)
︸ ︷︷ ︸

observations

]

◮ The expected immediate reward for activating arm i is ωi(t)
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Markovian State Transition

0 1
(busy) (idle)

p01

p11p00

p10

◮ If channel i is activated in slot t:

ωi(t + 1) =

{

p11, if Oi(t) = 1

p01, if Oi(t) = 0
.

◮ If channel i is made passive in slot t:

ωi(t + 1) = ωi(t)p11 + (1− ωi(t))p01.
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Structure of Whittle Index Policy

The Semi-Universal Structure of Whittle Index Policy:

◮ No need to compute the index.

◮ No need to know {p01, p11} other than their order.

p11 ≥ p01 (positive correlation):

������
������
������
������

������
������
������
������

�����������������
�����������������
�����������������
�����������������

�����������������
�����������������
�����������������
�����������������

�����������
�����������
�����������
�����������

�����������
�����������
�����������
�����������

p11 < p01 (negative correlation):
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0K. Liu, Q. Zhao, “Indexability of Restless Bandit Problems and Optimality of Whittle’s Index for Dynamic Multichannel Access,” to appear in IEEE Trans. Info. Theory.

xxx Q. Zhao, B. Krishnamachari, “On Myopic Sensing for Multi-Channel Opportunistic Access: Structure, Optimality, and Performance,” IEEE Trans. Wireless Comm., 2008.
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Structure of Whittle Index Policy: Positive Correlation

◮ Stay with idle (I) channels and leave busy (B) ones to the end of the queue.

1(I)

N

2(B)

3(I)

4

2

1

3

4

N

K = 3

t = 1 t = 2
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Structure of Whittle Index Policy: Negative Correlation

◮ Stay with busy (B) channels and leave idle (I) ones to the end of the queue.

◮ Reverse the order of unobserved channels.

reversed

N

2(B)

3(I)

4

3

21(I)

4

1

N
K = 3

t = 1 t = 2
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Robustness of Whittle Index Policy

◮ Automatically tracks model variations:
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Model Variation
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Optimality of Whittle Index Policy

Optimality for positively correlated channels:

◮ holds for general N and K.

◮ holds for both finite and infinite horizon (discounted/average reward).

Optimality for negatively correlated channels:

◮ holds for all N with K = N − 1.

◮ holds for N = 2, 3.

0K. Liu, Q. Zhao, “Indexability of Restless Bandit Problems and Optimality of Whittle’s Index for Dynamic Multichannel Access,” to appear in IEEE Trans. Info. Theory.

xxx Q. Zhao, B. Krishnamachari, “On Myopic Sensing for Multi-Channel Opportunistic Access: Structure, Optimality, and Performance,” IEEE Trans. Wireless Comm., 2008.

xxx S.H. Ahmad, M. Liu, T. Javidi, Q. Zhao, B. Krishnamachari, “Optimality of Myopic Sensing in Multi-Channel Opportunistic Access,” IEEE Trans. Info. Theory, 2009.

xxx S.H. Ahmad, M. Liu, “Multi-Channel Opportunistic Access: a Case of Restless Bandits with Multiple Plays,” Allerton’2009.
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Inhomogeneous Channels

Whittle Index in Closed Form:

◮ Positive correlation (p11 ≥ p01):

I(ω) =







ω, ω ≤ p01 or ω ≥ p11

ω
1−p11+ω

, ωo ≤ ω < p11

(ω−T 1(ω))(L+2)+T L+1(p01)

1−p11+(ω−T 1(ω))(L+1)+T L+1(p01)
, p01 < ω < ωo

◮ Negative correlation (p11 < p01):

I(ω) =







ω, ω ≤ p11 or ω ≥ p01

p01
1+p01−ω

, T 1(p11) ≤ ω < p01

p01
1+p01−T 1(p11)

, ωo ≤ ω < T 1(p11)

ω+p01−T 1(ω)
1+p01−T 1(p11)+T 1(ω)−ω

, p11 < ω < ωo

0K. Liu, Q. Zhao, “Indexability of Restless Bandit Problems and Optimality of Whittle’s Index for Dynamic Multichannel Access,” to appear in IEEE Trans. Info. Theory.
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Performance for Inhomogeneous Channels

◮ The tightness of the performance upper bound (O(N(logN)2) running time).

◮ The near-optimal performance of Whittle’s index policy

1 2 3 4 5 6 7 8
2

4

6

8

10

12

14

16

18

K

D
is

co
un

te
d 

to
ta

l r
ew

ar
d

 

 

Whittles index plicy
The upper bound of the optimal policy

0K. Liu, Q. Zhao, “Indexability of Restless Bandit Problems and Optimality of Whittle’s Index for Dynamic Multichannel Access,” to appear in IEEE Trans. Info. Theory.
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Non-Bayesian Formulation
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Non-Bayesian Formulation

◮ (θ1, θ2) are unknown deterministic parameters.

◮ V π
T (θ1, θ2): total reward of policy π over a horizon of length T .

◮ T max{θ1, θ2}
︸ ︷︷ ︸

θmax

: total reward if (θ1, θ2) were known.

◮ The cost of learning (regret):

Cπ
T (θ1, θ2)

∆
= Tθmax − V π

T (θ1, θ2) = (θmax − θmin)E[time spent on θmin]

◮ Objective: minπ C
π
T (θ1, θ2).
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Classic Results

◮ Lai&Robbins’85:

C∗
T (θ1, θ2) ∼

θmax − θmin

I(θmin, θmax)
︸ ︷︷ ︸

KL distance

log T as T → ∞

◮ Anantharam&Varaiya&Walrand’87:

2 extension from single play to multiple plays.

2 extension from i.i.d to Markovian reward processes.

◮ Agrawal’95, Auer&Cesa-Bianchi&Fischer’02:

2 simpler order-optimal policies.
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Decentralized Bandit with Multiple Players
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Cognitive Radio Networks
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Opportunities

Channel 1

Channel N
0 1 2 3 T t

t

◮ N channels, M (M < N) distributed secondary users (no info exchange).

◮ Primary occupancy of channel i: i.i.d. Bernoulli with unknown mean θi:

◮ Accessing an idle channel results in a unit reward.

◮ Users accessing the same channel collide; no one or only one receives reward.

◮ Objective: decentralized policy for optimal network-level performance.
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Multi-Channel Communication under Unknown Fading

Access
Point

◮ N channels, M (M < N) distributed users (no information exchange).

◮ Rayleigh fading gain on channel i: i.i.d. exponential with unknown mean θi.

◮ Reward on channel i: log(1 + SNRi).

◮ Users choosing the same channel see different fading realizations.

◮ Users accessing the same channel collide; no one or only one receives reward.
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Decentralized Multi-Armed Bandit

Decentralized Bandit with Multiple Players: (Liu&Zhao’09)

◮ N arms with unknown reward statistics (θ1, · · · , θN).

◮ M (M < N) distributed players.

◮ Each player selects one arm to play and observes the reward.

◮ Distributed decision making using only local observations.

◮ Colliding players either share the reward or receive no reward.
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Decentralized Multi-Armed Bandit

System Regret:

◮ V π
T (Θ) : total system reward under a decentralized policy π.

◮ Total system reward with known (θ1, · · · , θN) and centralized scheduling:

T ΣM
i=1 θ(i)︸︷︷︸

ith best

◮ System regret:

Rπ
T (Θ) = TΣM

i=1θ
(i) − V π

T (Θ)
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The Minimum Regret Growth Rate

The Minimum regret rate in Decentralized MAB is logarithmic.

R∗
T (Θ) ∼ C(Θ) log T

The Key to Achieving log T Order:

◮ Learn from local observations which channels are the most rewarding.

◮ Learn from collisions to achieve efficient sharing with other users.

0Liu&Zhao’10ITA, Liu&Zhao’10ICASSP, Liu&Zhao’10TSP
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