CONVERGENCE, ADAPTATION, AND CONSTRAINT

Jonathan B. Losos

1Museum of Comparative Zoology, Harvard University, Cambridge, Massachusetts 02138
2E-mail: jlosos@oeb.harvard.edu

Received January 27, 2011
Accepted February 23, 2011

Convergent evolution of similar phenotypic features in similar environmental contexts has long been taken as evidence of adaptation. Nonetheless, recent conceptual and empirical developments in many fields have led to a proliferation of ideas about the relationship between convergence and adaptation. Despite criticism from some systematically minded biologists, I reaffirm that convergence in taxa occupying similar selective environments often is the result of natural selection. However, convergent evolution of a trait in a particular environment can occur for reasons other than selection on that trait in that environment, and species can respond to similar selective pressures by evolving nonconvergent adaptations. For these reasons, studies of convergence should be coupled with other methods—such as direct measurements of selection or investigations of the functional correlates of trait evolution—to test hypotheses of adaptation. The independent acquisition of similar phenotypes by the same genetic or developmental pathway has been suggested as evidence of constraints on adaptation, a view widely repeated as genomic studies have documented phenotypic convergence resulting from change in the same genes, sometimes even by the same mutation. Contrary to some claims, convergence by changes in the same genes is not necessarily evidence of constraint, but rather suggests hypotheses that can test the relative roles of constraint and selection in directing phenotypic evolution.

KEY WORDS: Adaptation, natural selection.

The last few years have seen an explosion of research into the genetic basis of convergent evolution, with many studies finding that convergent phenotypes have been produced through similar changes at the genetic level, but others discovering convergent phenotypes resulting from different genetic changes. These studies speak to the adaptationist and constraint perspectives on convergent evolution and address the more fundamental question about the predictability of evolutionary change. More generally, convergent evolution has long been taken as evidence of adaptation, but some recent workers have questioned the ability of evolutionary biologists to infer the operation of natural selection from phylogenetic pattern.

In this review, I aim to discuss what convergence can—and cannot—tell us about evolutionary diversification, focusing on the possible explanations for convergent evolution, as well as discussing when adaptive evolution by multiple lineages experiencing the same selective environment might not lead to convergent
outcomes. In addition, I will discuss the extent to which understanding the adaptive nature of phenotypic convergence is affected by knowledge of whether it is driven by convergent or divergent changes at the genetic level.

What Can We Infer from the Existence of Convergence?

Throughout the history of evolutionary biology, phenotypic similarity of distantly related taxa that occur in similar environments has been considered strong evidence that natural selection has produced evolutionary adaptation (e.g., Simpson 1953; Mayr 1963; Endler and Pagel 1991; Schluter 2000; Conway Morris 2003; throughout this article, I broadly define “environment” as the sum of extrinsic potential selective factors encountered by a population or species, including habitat, climate, and sympatric species, among many others). The rationale for this assumption is straightforward: what process other than natural selection could lead fast-swimming aquatic animals such as sharks, tunas, ichthyosaurs, and dolphins to evolve a streamlined body form? How, other than natural selection, could we account for the phenotypic similarity of distantly related bipedal rodents from the deserts of North America and Asia, of nectar-feeding birds from different families in the Old and New Worlds, or of prickly plants in the Euphorbiaceae and Cactaceae from deserts around the world?

The advent of phylogenetic tree thinking in the early 1980s made explicit what was sometimes only implicit in the work of earlier evolutionary biologists: convergent evolution is phenotypic similarity that is independently derived in two or more lineages, rather than similarity resulting from inheritance from a common ancestor (this definition includes what is sometimes referred to as “parallel evolution,” a topic to which I return later in this essay). Recognizing such derived similarity, of course, requires a phylogenetic perspective (Eldredge and Cracraft 1980; Lauder 1981; Ridley 1983). This realization in turn led to the development of statistical methods that quantitatively test whether taxa occupying similar environmental conditions tend to evolve in similar ways (Gittleman 1981; Ridley 1983; Felsenstein 1985; Huey and Bennett 1987). The development of these phylogenetic comparative methods has become a growth industry, with new approaches, applications, and even entirely novel methods appearing with increasing regularity (e.g., Carvalho et al. 2006; Ives et al. 2007; Revell et al. 2007a; Hansen et al. 2008; reviewed in Felsenstein 2004; Garland et al. 2005). Journals of all sorts are replete with phylogenetically informed analyses; indeed, it is nearly impossible to publish a comparative study without taking a phylogenetic approach.

Long before this phylogenetic renaissance, however, evolutionary biologists were aware that comparative methods were not a foolproof means of identifying adaptations. Quite the contrary, comparative studies can be stymied by a number of issues that are as problematic today as they were decades ago. Moreover, advances in phylogenetics and functional morphology have added new wrinkles to the interpretation of comparative patterns. In addition, a backlash has emerged, making the bold claim that comparative data, even in a phylogenetic context, are of little use in the identification of evolutionary adaptation. Finally, the genomic revolution has led to the discovery of many new cases of convergent evolution and has rekindled debate about the extent to which convergence is indicative of adaptation or constraint. My goal in this essay is to review all of these points with the aim of clarifying what convergence can and cannot tell us about adaptation and the evolutionary process.

Convergent Evolution Can Occur for Reasons Other than Adaptive Evolution to Similar Environments

Convergent evolution can occur for reasons unrelated to adaptation and natural selection. For example, random evolutionary change can cause species to become more similar to each other than were their ancestors. Stayton (2008) demonstrated that rates of convergence can be quite high in circumstances in which clades are diversifying under the influence only of genetic drift (Fig. 1).

In addition, shared biases in the production of variation, commonly called constraints, can lead to convergence. If the possible variants that can be produced are limited, then unrelated species are likely to produce the same variations, which may then become fixed in the population by genetic drift (or by selection; see below). This is easily seen in the evolution of DNA. Because only four possible states exist for a given nucleotide position, the probability that distantly related taxa will independently acquire the same change by chance is relatively high.

Developmental processes have long been seen as a source of constraint (Maynard Smith et al. 1985). If, for whatever reason, some changes in the developmental process are easier to accomplish than others, then the potential variation in a population will be biased toward those changes; as a result, evolution is most likely to proceed in that direction, either due to selection or random drift. Consequently, if taxa share the same developmental system (and thus the same constraints), they will be predisposed to evolve in the same way, producing convergent evolution. For example, in salamanders, the number of digits on the limbs is determined in part by the number of cells in the limb bud. Evolutionary changes that decreased the number of cells—such as decrease in overall body size or increase in cell size—have resulted in convergent reduction in digit number from five to four in many species (Alberch and Gale 1985; Wake 1991; see discussion in Reeve and Sherman 1993; Amundson 2001; Autumn et al.
Figure 1. Convergence resulting from random evolution. In a simulation, traits evolved according to Brownian motion and speciation occurred according to a pure-birth Yule process of cladogenesis (Stayton 2008). The result is that some species evolved to become more phenotypically similar than were their ancestors (e.g., species A and G, and B and E). R represents the phenotype of the ancestor (root). Figure modified from Stayton (2008).

Wake (1991) and Jaekel and Wake (2007) provide many other similar examples from salamanders.

Shared patterns of genetic correlation can similarly bias the production of phenotypic variation and thus channel evolution in certain directions. This idea has been formalized as the idea that evolution may proceed most readily along the lines of least genetic resistance (Stebbins 1974; Futuyma et al. 1993; Schluter 1996); species with similar genetic correlations will tend to evolve in similar ways. Shared pleiotropic or epistatic effects likewise can cause convergence (Leroi et al. 1994). Clearly, convergent evolution can occur for many reasons unrelated to adaptation to similar selective conditions.

Thus, convergence per se is not indicative of adaptation. Rather, it is the occurrence of convergent evolution in taxa that experience similar selective environments that has been taken as evidence of the operation of natural selection. But is the argument absolute? Given that convergence can occur for reasons unrelated to natural selection, could a match between phenotype and environment evolve convergently without natural selection operating in the same way—one or both did not evolve the feature as an adaptation for using that environment. This is the distinction between adaptation and exaptation (Gould and Vrba 1982): an adaptation is a feature that evolved in response to natural selection in the environment in which it currently occurs, whereas an exaptation provides enhanced fitness in an environment, but did not originally evolve in response to natural selection in that environment. In the case of convergent exaptations, natural selection is still involved in favoring the feature in its current selective environment, even if it did not build the feature in response to those selective conditions (an unresolved question is whether adaptation usually plays a role in the initial evolution of exaptations; Gould [2002] and Donoghue [2005] thought that exaptations may often initially evolve nonadaptively, whereas Arnold [1994] suggested that most such traits likely had an adaptive origin,

that 5% of the time, incorrectly significant results will occur by chance. To some, the possibility that convergent evolution of similar traits in similar environments could occur coincidentally is enough to cast serious doubt on the comparative approach to identifying adaptation; not surprisingly, these workers reject the application of probabilistic thinking to historical evolutionary analyses (Kluge 2005). Statistical approaches, however, are used in all other sciences, and the suggestion that these approaches are not applicable to historical evolutionary events does not withstand scrutiny (Felsenstein 2004). Of course, in a hypothetico-deductive framework, a significant result invites further investigation (as described below), which ought to reveal mistaken support for an adaptation hypothesis.

(2) Adaptation versus exaptation—A feature may confer high fitness in a particular environment, but may have evolved initially for another reason. As a result, two species may exhibit similar phenotypes while occupying similar selective environments, even if one or both did not evolve the feature as an adaptation for using that environment. This is the distinction between adaptation and exaptation (Gould and Vrba 1982): an adaptation is a feature that evolved in response to natural selection in the environment in which it currently occurs, whereas an exaptation provides enhanced fitness in an environment, but did not originally evolve in response to natural selection in that environment. In the case of convergent exaptations, natural selection is still involved in favoring the feature in its current selective environment, even if it did not build the feature in response to those selective conditions (an unresolved question is whether adaptation usually plays a role in the initial evolution of exaptations; Gould [2002] and Donoghue [2005] thought that exaptations may often initially evolve nonadaptively, whereas Arnold [1994] suggested that most such traits likely had an adaptive origin,
on the grounds that if the traits arose nonadaptively, they
would be unlikely to have much functional utility).
(3) Correlated response to selection on another character—If
taxa share similar constraints, then selection on similar
traits in multiple taxa may lead to similar correlated re-
sponses. For example, occupation of a particular habitat
may lead to the evolution of small size; if smaller size is
achieved through paedomorphosis, then other paedomor-
phic features, such as reduction in digit number or webbed
feet, may also evolve convergently in the same habitat. Al-
though natural selection would still have driven this evolu-
tion, we might incorrectly identify the target of selection as
a trait other than body size. In this way, constraints and natu-
ral selection can interact to produce phenotype-environment
correlations.

In summary, convergent evolution can occur even in the ab-
sence of natural selection favoring the convergent trait. Except
for statistical accidents, such convergence would not be expected
to be associated with occupation of a particular selective envi-
ronment. However, even though natural selection usually drives
such correlations, for several reasons it can do so without directly
favoring the convergent trait in question in that environment.

Testing the Adaptive Nature of Convergent Evolution

Given the possibility that phenotypes may evolve convergently
in similar environments even if not directly favored by natural
selection, how can we further test the adaptation hypothesis?

MEASUREMENTS OF NATURAL SELECTION

One possibility is to directly measure selection in natural popula-
tions to see if the trait actually is favored; in this way, for example,
one can determine whether the trait under question is the actual
target of selection (Lande and Arnold 1983). This approach tests
one component of an adaptation hypothesis, that a trait is ben-
eficial in its current environment, in which case it would be an

Aptations could be adaptations or exaptations. To distinguish
between these hypotheses, researchers need to go one step fur-
ther by attempting to recreate the original conditions in which a
trait evolved, thus testing the role of selection in the evolutionary
origin of the trait. To the extent that ancestral conditions can be
correctly recreated, both in the focal population and the environ-
mental setting,1 this approach can be informative. Such studies
can measure selection in these recreated environments, but long-
term microevolutionary experiments provide an even better test,
because they investigate not only patterns of selection, but also
evolutionary response.

Undoubtedly, the best known example of this approach con-
cerns adaptive response to the presence of predators in Trinidadian
guppies. Endler (1980), noting that guppies in parts of streams
lacking predators are more colorful than those that occur in the
presence of predators, simulated the colonization of predator-free
habitats by moving guppies upstream from pools with predators
to pools lacking them; as predicted, the predator-free populations
rapidly evolved to be more colorful (see Reznick and Ghalambor
[2005] for similar studies on other aspects of guppy life-history
adaptation). Studies of a similar nature are increasingly common
in laboratory microbial and viral evolution experiments and in
studies exploring the evolution of molecular function (reviewed
in Poelwijk et al. 2007; Kassen 2009; Wichman and Brown 2010),
although the studies often recreate the internal genetic environ-
ment (i.e., allelic states at other genes), rather than the external
environment.

Overall, then, measurements of selection may be able to bol-
ster convergence-inspired hypotheses of adaptation, but distin-
guishing adaptive from exaptive origins may be difficult without
attempts to recreate ancestral environmental conditions; the abil-
ity to confidently infer ancestral conditions may make the latter
approach difficult in many cases.

STUDIES ON THE FUNCTIONAL CONSEQUENCES OF
TRAIT EVOLUTION

Selection does not actually operate on traits themselves, but on
their functional consequences (Arnold 1983). One variant will
be favored over another if it confers some enhanced capability—
 faster running speed, increased energetic efficiency, enhanced at-
tractive ness to members of the opposite sex—that in turn leads
to greater evolutionary fitness by increasing survival, mating suc-
cess, or fecundity.

methods (e.g., Grandcolas et al. 2011). Thus, for example, even if
all members of a clade are preyed upon by a particular predator, it
would not necessarily follow that their ancestor also encountered
the same predator (Grandcolas and D’Haese 2003). This view has
merit. Certainly, researchers need to justify assumptions about an-
cestral conditions, either by substantiating the use of phylogenetic
inferences or by bringing in ancillary information to infer ances-
tral environmental conditions. In some cases, confident phyloge-
netic inference about the environmental context in which a trait
evolved may not be possible. On the other hand, many of the se-
lective factors that researchers study in the context of adaptational
studies are features that involve behavior and habitat choice, such
as the selection of particular prey types or use of certain habitats.
These features are aspects of organismal biology and are poten-
tially transmitted from ancestral to descendant species.
Thus, another test of a hypothesis of aptation is to investigate whether the trait actually produces the expected increased functional capability, and, if so, whether increased ability leads to an increase in some aspect of fitness. Much such work occurs in the fields of biomechanics and physiology, which investigate questions such as whether wing shape affects aerodynamic performance, toepads enhance clinging ability, cuticular secretions inhibit dehydration, and so on. Indeed, in many cases, hypothesized functional relationships do exist: longer legs do allow lizards to run faster; wing shape affects speed and maneuverability in birds, bats, and insects; and leaf shape affects CO₂ uptake and water loss in plants, to name just a few (e.g., Hildebrand et al. 1985; Wainwright and Reilly 1994; Reich et al. 1997).

On the other hand, functional studies can also disprove an adaptive hypothesis: even taxa that are phenotypically similar may differ substantially in functional capacities. For example, tree-like forms—tall plants that branch well above the ground and have a single thickened trunk—have evolved many times in plant history, but this morphology has been achieved in radically different ways in different lineages (Donoghue 2005). Functional analysis of these different morphologies indicates that not all of these forms could have existed in the way we think of trees today. For example, prehistoric lycophyte trees lacked secondary phloem and a bifacial cambium and thus would have had difficult maintaining a tall structure for very long. For this reason, the tree-like morphology of these plants probably arose late in the life cycle during reproduction, much like a plant inflorescence (Donoghue 2005). Similarly, webbed feed in salamanders do not always provide a functional advantage; some species have the ability to cling to smooth, wet surfaces, but many webbed salamander species do not (Jaekel and Wake 2007). In both examples, convergent phenotypes do not produce convergent functional capabilities and thus are unlikely to represent adaptations to the same selective environment.

Even if it confers increased functional capabilities, a trait may not be favored by natural selection. To provide a fitness advantage, the enhanced capabilities must actually lead to an increase in survival or reproductive success. In some cases, increased functional capabilities may be irrelevant to an organism. Anolis lizards, for example, rarely jump as far as they can, so an increase in maximal jumping ability would seem to provide little benefit (Irschick and Losos 1998). The best, and often only, way to investigate whether increased functional capabilities actually provide a fitness benefit is to study the organism in its natural environment (Greene 1986; Hertz et al. 1988; Irschick and Garland 2001).

The functional approach thus permits testing the hypothesis that convergent traits provide similar functional advantages in their shared environmental setting. This approach can be taken one step further by examining whether selection actually operates on differences in functional capacities, an approach that is increasingly accomplished (e.g., Irschick et al. 2008; Husak et al. 2009). Moreover, by examining the historical context in which a trait evolved, one can attempt to distinguish adaptation from exaptation by testing whether increased functional capacity is beneficial in the environment in which the trait evolved.

When Will Comparative Studies Fail to Identify Adaptations?

Even when natural selection has been the primary force driving evolution, comparative studies may fail to identify adaptations. Classically, two simple reasons were put forth: species may adapt to the same selective pressure in different ways, or they may evolve the same phenotype to adapt to different selective pressures (Bock 1977, 1980; Bock and Miller 1959; Ridley 1983). Recent conceptual developments, however, have added understanding of additional ways in which natural selection in similar environments can lead to adaptation, but not convergence.

MULTIPLE SOLUTIONS TO THE SAME SELECTIVE PROBLEM

Multiple phenotypic solutions may exist to a given problem posed by the environment. For example, different fossorial rodent species dig with their forelegs, hindlegs, or teeth, with concomitant morphological differences (Fig. 2; Lessa 1990; Stein 2000). Similarly, predators confronting prey that contain toxic substances may evolve resistance or may avoid eating the part of the body that contains the toxin (see also Farrell et al. [1991] and Berenbaum and Zangerl [1992] on the vast variety of responses of herbivores to plant defenses). In the same manner, potential prey species may respond to the threat of predation by evolving greater crypticity, ability to flee, or ability to defend themselves (e.g., Losos et al. 2002). Trade-offs among traits may also result in different phenotypes having equal fitness in a particular environment (Marks and Lechowicz 2006). In all of these cases, comparative studies would not identify a relationship between occupation of a selective environment and evolution of a particular trait, even though all species had adapted to similar selective pressures, albeit in different ways.

Species may adapt in different ways to the same selective environment for a variety of reasons. Differences in their initial starting conditions—the phenotype, genetic variation, and constraints present in the ancestral populations prior to exposure to the new selective context—may cause evolution to proceed in different directions (Arnold 1994; Donoghue 2005). In addition, chance events, such as the order in which particular mutations occur, may also lead to different evolutionary outcomes (Mani and Clarke 1990; Wichman et al. 1999; Orlund et al. 2007; but see Weinreich et al. [2006]). These are the contingencies of history so emphasized by Gould (2002).
MULTIPLE SELECTIVE ADVANTAGES OF A SINGLE TRAIT

Conversely, similar phenotypes may evolve in different environments. For example, among mammals, large canine teeth probably evolved to aid in prey capture and consumption in some species, such as members of the Carnivora, but for defense in others, such as some primates and ungulates. Similarly, hawks and shrikes use their hooked beaks to capture prey, but the Australian shrike-tit uses a similar beak to rip bark off trees while searching for insects (Simpson 1978). In both examples, the phenotypes are convergent in function (delivering an injurious bite in the former case, seizing and rending in the latter case), but the selective context differs greatly among species, so once again, a one-to-one interspecific relationship does not exist between phenotype and environment, and thus statistical analyses would fail to detect adaptive evolution.

LACK OF A ONE-TO-ONE RELATIONSHIP BETWEEN PHENOTYPE AND FUNCTION

The phenotype->performance->environment framework reveals additional ways in which comparative studies can miss the mark. In particular, very different morphologies may produce similar functional capabilities. In recent years, biomechanicians have paid increasing attention to the phenomenon of many-to-one relationships between morphology and performance. The idea is simple: for any phenotypic system in which parts interact to produce a function, then the same functional outcome may be produced by different combinations of trait values for the different parts (Alfaro et al. 2004; Vanhooydonck et al. 2006; Wainwright 2007; Young et al. 2010). For example, labrid fish with many different jaw structures can produce the same suction force (Fig. 3; Alfaro et al. 2005); similarly, herbivorous lizards do not converge in jaw shape, but nonetheless do converge in amount of force transmission produced during jaw closure (Stayton 2006).

Note that the many-to-one phenomenon is different from the existence of multiple solutions to environmental problems discussed above. In the latter case, species adapt in different ways, that is, moving to different peaks in the adaptive landscape metaphor. In the former case, by contrast, selection is favoring the same functional solution, but through different morphological means of producing the same functional outcome (Fig. 4). In other words, divergent morphologies produce convergent functional capabilities, thus precluding a relationship between phenotype and environment, even if traits have evolved adaptively in response to similar environmental conditions. In this case, of course, functional convergence could be identified even in the absence of phenotypic convergence (Fig. 4).

Adaptation, Exaptation, and Phylogenetic Analyses

We often think of convergent evolution in terms of examples like marsupial thylacines and placental wolves or toxic animals and their mimics, in which distantly related taxa have evolved to become extremely similar in appearance. However, in many cases in which clades are very different in phenotype, natural selection may cause two species to become more similar to each other than were their ancestors, but not be of sufficient magnitude to obliterate the preexisting differences that occur among clades. Herrel et al. (2004) refer to such examples as “incomplete convergence” and Stayton (2006) provides a geometric framework in which this is one type of convergent evolution. In this light, an alternative definition of convergent evolution might be “instances in which species independently evolve to become more similar to each other than were their ancestors.” In situations of this sort,
Figure 3. Many-to-one morphology-to-performance mapping. Labrid fish have highly kinetic heads and jaw protrusion is affected by four linked bony elements. The three-dimensional surface illustrates the different combinations of jaw, maxilla, and nasal length (all scaled in proportion to the positionally fixed head element) that produce the same biomechanical performance in jaw protrusion. Figure on left from Wainwright et al. (2005); figure on right from Alfaro et al. (2005).

phylogenetic analysis allows the detection of incomplete convergent evolution that otherwise might not be apparent.

For example, the head shape of lizards primarily reflects phylogeny; members of the same family cluster together in a multivariate morphological space regardless of what they eat. However, phylogenetic analysis indicates that across many clades, herbivorous species have become more similar to each other compared to the similarity among their carnivorous sister taxa (Revell et al. 2007b; Goodman and Isaac 2008). In both cases, evolutionary change has occurred in similar ways in species independently utilizing the same selective conditions, but the resulting changes have not been great enough to override preexisting interclade differences.

In cases such as these, we may ask why species do not converge completely. Possible explanations are that the optimal phenotype with respect to a given selective context may differ depending on the other characteristics of the species, that selective environments are not identical, that constraints preclude some lineages from attaining the optimal phenotype, or that some species are still in the process of adapting (Stayton 2006; Revell et al. 2007b; Hansen et al. 2008).

By the same token, phylogenetic analysis alone may miss evidence of exaptation. For example, rock-dwelling lizards have shallower heads than non-rock-dwellers, which presumably aids in utilization of crevices and movement on broad vertical surfaces (Revell et al. 2007b; Goodman and Isaac 2008). However, phylogenetic analysis indicates that the transition to rock dwelling was not always accompanied by a decrease in head height (Revell et al. 2007b). In Anolis, for example, the head of the rock-dwelling A. bartschi is not particularly flat compared to related species. The reason is that most anoles are arboreal and have relatively flat heads, perhaps as an adaptation for moving on broad vertical surfaces. Anolis bartschi did not evolve a flatter head when it moved to a vertical, rocky habitat because its arboreal ancestors already possessed that trait. As a result, the flattened head of A. bartschi is an exaptation for rock dwelling, in contrast to the adaptive evolution of flat heads in other clades. Thus, even though rock-dwelling lizards tend to have flat heads, phylogenetic analysis alone would not pick up this trend; no correlation would exist between evolutionary transition to occupation of rocky habitats and evolutionary decrease in head height, because exapted species would not have evolved any difference when they moved into that habitat. Only by examining the phenotypes of extant taxa directly (i.e., aphylogenetically) would it become apparent that all rock dwellers have flat heads. Arnold (1994) provides a synthetic protocol for...
integrating historical and present-day approaches to distinguish exaptation from adaptation in comparative studies.

Are Convergent Phenotypes Comparable Entities?

Wenzel and Carpenter (1994) and Kluge (2002, 2005) have argued that comparative approaches are invalid because evolutionary changes are inherently unique historical events that cannot be treated as replicates in statistical analysis. Rather, each putative case of adaptation needs to be evaluated separately to assess whether a hypothesis of adaptation is supported. Kluge (2005) goes so far as to contend that the evolution of white feather and fur among Arctic species cannot be grouped as similar phenotypic responses to similar conditions. Even though all have evolved white coloration, Kluge argues, each case is unique; the evolution of white hair in the Arctic fox cannot be equated with the white pelage of the Arctic hare, nor to the white feathers of the ptarmigan.

This argument misses the point of adaptational analysis. Whether convergence represents "nothing more than error in the inference of homology" (Kluge 2005) is irrelevant—the question is whether similar phenotypes have arisen in multiple taxa to perform similar functions in response to similar environmental conditions. In this context, it is straightforward to examine whether phenotypes in different taxa produce similar functional performance—if so, then they may have evolved in response to similar selective conditions; if not, then this hypothesis is falsified (Greene 1986; Coddington 1988; Pagel 1994; Arnold 1994; Losos and Miles 1994). Thus, in the case of the white coloration of Arctic animals, it is easy enough to measure the spectral qualities of the pelage and to assess whether these colors provide enhanced crypsis, in comparison to the ancestral state, in the Arctic environment (Endler 1984). Similarly, one can examine whether independently derived long legs in different clades provide similar increases in locomotor capabilities (Losos 1990; Garland and Janis 1993; Bauwens et al. 1995), and whether convergent features of any kind provide convergent enhanced performance. Similar phenotypes that evolved in different lineages may be historically unique, but their functional consequences are readily comparable.

Kluge (2005, p. 657) argues that there is "no language-independent standard of similarity with which to judge homoplasies as members of the same kind of convergence," but measures of performance provide the objective standards that Kluge seeks. For example, Kluge (2005) objects to considering the wings
of birds and bats to be similar, yet clearly both provide the ability to fly, an ability not shared with their nonwinged relatives.

**Genotypes, Phenotypes, Parallelism, and Convergence**

Two perspectives have been taken concerning the relevance of convergent evolution to broader evolutionary issues. The first focuses on the adaptive significance of a trait, asking: has a particular trait evolved as an adaptation for something? This question arises not only because it is not always clear how or why a particular trait might have been favored by natural selection, but also from the criticisms raised against the “adaptationist programme” in the 1970s and 1980s, leading to a widespread view in some quarters that natural selection is not nearly as pervasive as previously believed (Gould and Lewontin 1979; Alberch 1983; Wake and Larson 1987; Goodwin 1994; reviewed in Schwenk and Wagner 2004). In this light, the observation that a trait has evolved independently multiple times in the same environmental context provides support for the hypothesis that natural selection has been responsible for evolution of the trait, with the caveats discussed above.

However, there is another perspective in which convergence is relevant to the study of natural selection. As part of the reappraisal of the evolutionary primacy of natural selection, many workers argued that intrinsic constraints on the production of variation were as, or more, important than natural selection in shaping patterns of phenotypic diversity (reviewed in Gould 2002; see Schwenk and Wagner [2004] for a more nuanced view). Put simply, is the uneven occupation of phenotypic space—the observation that many taxa are similar in phenotype, whereas some imaginable phenotypes (e.g., six limbed vertebrates) are never observed—the result of natural selection or of the inability of genetic and developmental systems to produce some types of variants?

**PARALLEL EVOLUTION AND NATURAL SELECTION**

In this context, the issue of the underlying genetic and developmental basis for convergent traits becomes important. The distinction between convergent and parallel evolution is contentious (reviewed in Arendt and Reznick 2007; Abouheif 2008), in part because the terms predate modern concepts of genetics and development (Wake 1999). As a result, numerous authors avoid the terms entirely, using phrases such as “phylogenetic replication” (Kopp 2009) and “repeated evolution” (Gompel and Prud’homme 2009). To avoid this quagmire, I have followed Arendt and Reznick (2007) in referring to all independently derived similarity as convergence (others avoid the controversy by using “homoplaspy” to refer to all instances of independent evolution of traits that appear to be similar [Wake 1999; Wake et al. 2011]).

The term “parallel evolution” is sometimes used to refer to convergent evolution achieved through the same genetic and developmental pathways, whereas nonparallel convergence refers to similar phenotypic outcomes achieved in different ways (part of the problem with parallel evolution is that this idea may be simple in concept, but actually delineating what constitutes the same pathway is extremely difficult). The occurrence of such parallel evolution suggests the possibility that the range of variation that can be produced may be limited or some variants may arise more often than others. Natural selection may be driving convergence, the argument goes, but internal constraints are biasing the options available; “better” solutions might be possible, but they are not attained due to such limitations (e.g., Wake 1991; Futuyma et al. 1993; Shubin et al. 1995; Price and Pavelka 1996; Gould 2002; Schwenk and Wagner 2004). By contrast, nonparallel convergence might suggest that natural selection has found the optimal solution for the problem posed by the environment.

Parsons the relative importance of variation-generating mechanisms and selection is not easy and requires detailed studies of both variation and selection. The importance of the former can be examined in several ways. The observation that a particular phenotype is never produced either within or among species—such as an even number of legs in adult geophilomorph centipedes (Arthur and Farrow 1999)—suggests that the lack of species bearing that phenotype is a result of an intrinsic constraint, rather than selective disadvantage (the dichotomy between selection and constraint becomes fuzzy when one considers the possibility that variation arises during development, but the embryo cannot function and dies. Is this a developmental constraint on the production of variation or evidence of selection on an inferior phenotype? See Schwenk and Wagner [2004] for an enlightening discussion). Similarly, some comparative studies show that relatively little variation for a trait occurs intraspecifically and that derived traits are always present as variants in related species; these observations suggest that evolutionary change is biased by limitations on available variation, indicating a role for the variation-generating process in constraining evolutionary direction (Alberch 1983; Wake and Larson 1987). In addition, in cases dealing with quantitative traits, artificial selection studies can be used to test whether the lack of occurrence of a phenotype among extant species is the result of lack of ability to produce the necessary variation or lack of selection favoring that phenotype (Beldade et al. 2002; Fuller et al. 2005).

A complementary approach would be to focus on selection, rather than variation. Finding that convergent phenotypes in the same environment are produced by parallel mechanisms does not necessarily disprove the possibility that such phenotypes are selectively optimal in that environment (Hodin 2000). To the extent that alternative phenotypes in some way may be created (e.g., by selective breeding [Beldade et al. 2002] or genetic manipulation in the laboratory [Poelwijk et al. 2007]), relative fitness or at least...
some measure of function can be measured to determine whether observed phenotypes truly are superior to others that might be created.

Parallel evolution has one additional implication for the inference of natural selection. Species that evolve similar traits by using similar developmental or genetic pathways are likely to share similar patterns of genetic covariation, as discussed above (Alberch 1983). As a result, convergent evolution of a focal trait may occur not because selection favored that trait, but because it favored the same correlated trait in each species. By contrast, traits that evolve using distinct pathways are much less likely to share the same correlations. Hence, direct examination of whether natural selection favors the focal, convergent trait, as opposed to favoring a correlated trait, is particularly important for traits that have evolved in parallel.

MOLECULAR CONVERGENCE, ADAPTATION, AND CONSTRAINT

For more than a century, discussion of convergence by parallel evolution has focused on morphology. In the last few years, however, increasing attention has focused on the molecular level, examining the extent to which convergent phenotypes have evolved through changes in the same genes (reviewed in Gompel and Prud’Homme 2009; Christin et al. 2010; Manceau et al. 2010; Elmer and Meyer 2011; see also Kopp 2009). On one hand, in a number of cases, very similar phenotypes have been shown to have arisen by very different molecular changes, such as the antifreeze glycoproteins of Arctic cod and Antarctic notothenioid fish, which are nearly identical in structure and function, yet are derived from different genes (Chen et al. 1997). Such examples would seem to offer strong evidence of the unfettered ability of natural selection to build appropriate structures from diverse starting points.

On the other hand, recently, there has been great fascination with the extent to which convergent traits are the result of mutations in the same gene and, even more so, by the same mutation in the same genes. Such molecular convergence is often taken as evidence for the existence of constraints on adaptive evolution (e.g., Christin et al. 2010; note, however, that the adaptive basis of some of these convergent phenotypes—e.g., spots on wings, missing trichomes—remains to be established. Combined genetic and ecological research on the loss of lateral plates in sticklebacks is a model for how studies integrating selection and the molecular basis of phenotypic convergence can be integrated (Barrett et al. 2008)). The underlying reasoning is the same as that just discussed for parallel evolution, but with a twist. The similarity is the argument that repeated recruitment of the same gene or even the same mutation suggests the possibility of a bias in the way that variation is produced, thus constraining selection (Cooley and Willis 2009; Chan et al. 2010). The twist results from the hierarchical nature of genetic variation (Fig. 6)—different (nonconvergent) mutations in the same gene or mutations in different genes can have the same functional effects at the molecular level, and thus can produce a functionally equivalent change in development (e.g., Aminetzach et al. 2009; Rosenblum et al. 2010). In other words, parallel phenotypic evolution can result from nonconvergent molecular evolution (Manceau et al. 2010).

Figure 6. Nonconvergence at lower hierarchical levels produces convergence at higher levels. (A) Many-to-one mapping of performance to morphology results in convergence in performance, but not in phenotype; (B) nonconvergent developmental changes produce convergent phenotypes; (C) mutations in different genes produce convergent changes in development; (D) different functional changes within the same gene produce convergent change in development; (E) different mutations in the same gene produce convergent change in gene function; (F) convergent mutational change produces convergent changes at all hierarchical levels.
Many examples exist of convergent phenotypes that, despite being affected by many genes, are produced by convergent changes in the same gene. Given this multiplicity of genetic options for mutations, why the same mutation occurs repeatedly to produce the convergent phenotype is an important question. Potential explanations include the size of the mutational target (larger genes or those with higher mutation rates are more likely to experience mutations), epistasis, and pleiotropy, among others (Kopp 2009; Stern and Orgozozo 2009; Christin et al. 2010; Gomper and Prud’Homme, 2010; Manceau et al. 2010). All of these possibilities would lead to the situation in which convergent phenotypes are produced in only a limited number of ways genetically (this situation could also have nonbiological explanations, such as ascertainment and publication biases. Mcl1 and dark pigment coloration is a prime example [Manceau et al. 2010]). However, as with the previous discussion, the way to test whether convergence at the molecular level is indicative of constraint is to test this hypothesis directly by examining whether, in fact, variation is constrained, either by examining intrapopulation variation in the focal and related species to determine if other variants ever occur, or by conducting artificial selection experiments to see if phenotypic evolution can be produced and, if so, whether the same gene or mutation is always involved (e.g., Wichman et al. 1999; Lee et al. 2009; Lenski 2009).

Of course, whether we consider convergence to be evidence of constraint in many cases depends on the scale at which the trait is examined. For example, the fact that the wings powering flight in vertebrates have been built in different ways in birds, pterosaurs, and bats might be taken as evidence for lack of constraint, yet all represent modified forelimbs and no vertebrate lineage has both forelimbs and wings, a combination that in theory could be very useful (e.g., Rowling 1999). Thus, whatever genetic or developmental processes preclude the evolution of wings de novo may be viewed as a potential constraint on adaptive evolution in vertebrates. Similar examples of adaptive convergence shaped by constraint abound at the molecular level. For instance, the motor protein Prestin is present in outer hair cells in mammals and is important for hearing high-frequency sounds. Cetaceans and bats might be viewed as a potential constraint on adaptive evolution in vertebrates. Similar examples of adaptive convergence shaped by constraint abound at the molecular level. For instance, the motor protein Prestin is present in outer hair cells in mammals and is important for hearing high-frequency sounds. Cetaceans and bats might be viewed as a potential constraint on adaptive evolution in vertebrates.

Conclusions

As in so many other ways, Darwin was prescient 150 years ago when he identified convergence as a common outcome of natural selection operating on species occupying similar environments. And, as in so many other ways, these are exciting times in evolutionary biology, as we now have the means to identify the genetic bases of phenotypic convergence, as well as the ability to study—sometimes even experimentally—natural selection in the field. Convergent evolution, even in similar environments, is not always indicative of natural selection operating on the focal phenotype, and natural selection operating in the same way can fail to produce convergence in different lineages. Nonetheless, the occurrence of convergence mandates that adaptive explanations and their underlying mechanisms be investigated. Now, more than ever, we have the tools to do so, and in ways that could not have been imagined even a few years ago.

ACKNOWLEDGMENTS

For very helpful comments on previous versions of this manuscript, I thank R. Barrett, P. Goring, H. Greene, J. Hanken, H. Hockstra, M. Olson, T. Stayton, and D. Wake, and for assistance in figure preparation, I thank M. Alfaro, B. Stein, P. Wainwright, and M. Woolley.

LITERATURE CITED


