DRAFT


Self-Conscious Perceptual Knowledge
Adrian Haddock, University of Stirling
0.  In this essay, I want to do three things.  
First, I want to lay out the account of perceptual knowledge which I favour.  I used to think this account was merely very similar to the account of perceptual knowledge advanced by John McDowell.  But now I think it simply is McDowell’s account.  At its heart is a conception of perception according to which perception is a certain kind of self-conscious relation to particular objects.  Elaborating this account, and this conception, and bringing out how they are McDowell’s, is my first aim.  

My second aim is to do something to defend this account, by considering three recent debates about perceptual knowledge: first, between McDowell and Charles Travis, concerning the conception of perception which McDowell employs to make sense of knowledge of this sort; secondly, between Barry Stroud and Ernest Sosa, concerning the proper shape which a satisfactory philosophical understanding of perceptual knowledge must assume; and, thirdly, between McDowell and Crispin Wright, concerning the relation between the enjoyment of perception and the possession of reasons of the sort which knowledge requires.  Each of these debates concerns an account of perceptual knowledge which contains within itself a certain conception of the scope of self-consciousness.  In each case, the party who opposes the account neglects this conception of self-consciousness.  And in each case this neglect leads to a certain incomprehension on the side of the opposing party, and consequently to a failure to make contact with the account they seek to oppose.  This failure is, however, perhaps partially explicable by the fact that neither of the parties who advance the accounts—neither McDowell, nor Stroud—are as explicit as they could be, either about the content of the conception of self-consciousness, or about its centrality to the accounts which they aim, in their different ways, to articulate.  

This essay will make these things explicit.  That, at least, is the hope.  
 
My third and final aim is to use the discussion of Wright to raise a question about the project of the form of epistemology which Sosa helps to propagate.      
1.  Let me begin with my favoured account of perceptual knowledge.  
1.1.  Three fundamental commitments of this account—the account which, I claim, McDowell endorses—should be stated at the outset.  

First, having perceptual knowledge that such-and-such is so requires, minimally, having a perceptual reason to believe that such-and-such is so; where it is a condition on having such a reason that this reason is available to the subject—i.e., knowable, by the subject, in a certain way (on which more below).  

Secondly, this reason is a fact which both concerns the operation of the perceptual faculty in one of its guises (e.g., vision), and is inconsistent with the falsity of the belief for which it is a reason.  McDowell used to specify the form of this fact, for the case of specifically visual perceptual knowledge, as: “I see that such-and-such is so”.  But, as I see it, McDowell now specifies the form of this fact, for this case, as: “I am visually confronted by an object with such-and-such features”
—or, as we might say: “I see an object with such-and-such features”; or, just: “I see an F”.  Correlatively, whereas McDowell used to characterise the form of the content of perceptual knowledge simply as “such-and-such is so”, he now specifies it in terms which bring out how the falsity of a belief with this content is inconsistent with a perceptual reason of this form, i.e., as “there is an object with such-and-such features at such-and-such a location”—or, as we might put it: “there is an F there”.   

Thirdly, this account restricts itself to perceptual knowledge in rational subjects.  The ability to know the reasons involved in perceptual knowledge of this sort is an aspect of the ability to engage in self-critical thinking—to ask, e.g., what reasons one has to believe the things one does, and whether one should continue to believe these things for these reasons (if at all).  It thereby involves capacities to employ a whole battery of concepts, including the concept of a reason, and the concept of the first person.  Rational subjects are, minimally, subjects who possess this ability, and the array of conceptual capacities it entrains.    

I have said that the fact which constitutes the reason which perceptual knowledge involves must be knowable by the subject in a certain way.  Specifically, it must be knowable by the subject “from the inside”; it must be the potential object of their “self-knowledge”; it must be in the scope of their self-consciousness.   

How should we articulate this idea? 
1.2.  McDowell’s thought is that enjoying an episode in visual consciousness of a certain sort—what he calls an intuition; specifically, a visual intuition of an object with such-and-such features—just is being in a position to know that I am visually confronted by an object with such-and-such features. 


Enjoying a visual intuition of an F is distinct from judging that I see an F.  But if I enjoy such an intuition, and I judge that I see an F, then this judgment of mine would be knowledgeable—and so, I would know that I see an F.  This is what it means to say that enjoying such an intuition is being in a position to know that I see an F.  If I enjoy it then all I need to do, to know that I see an F, is to judge that I do.  

It is against this background that we should place the idea that these episodes are actualisations of conceptual capacities.  I cannot enjoy such an episode unless I see an F, and unless I possess suitable conceptual capacities, i.e., those capacities required for judging that I see an F.  But to enjoy this episode it is not enough that I see an F, and I possess these capacities.  There can be circumstances in which I see an F, and possess the capacities, but fail to enjoy a visual intuition of an F.  This is because I can enjoy a visual intuition of an F only if I am in circumstances in which I can enjoy visual knowledge that there is an F at such-and-such a location.  And I can see an F, and possess the capacities, but fail to be in such circumstances.
This can happen if I am in what Sebastian Rödl (following Andrea Kern) calls “reflectively unfavourable circumstances”, circumstances in which I have reason to think that there is something about my surrounding environment which ensures that I cannot enjoy a bit of knowledge, even though in fact there is not.
  An example would be a circumstance in which I have reason to think that I am in a circumstance in which the lights make it impossible to tell the colours of things by looking, even though in fact I am not in such a circumstance.  I could not enjoy visual knowledge that there is a blue object at such-and-such a location if I was in such a circumstance; what Rödl calls, simply, an “unfavourable circumstance”.
  But in the circumstance we are imagining, the lights do not have this effect, and yet I have reason to think that I am in a circumstance in which they do.  I still see a blue object, in the circumstance we are imagining.
  But, in this circumstance just as much as in the former, I cannot enjoy visual knowledge that there is a blue object there.  And so, I cannot enjoy a visual intuition of a blue object—an episode in visual consciousness which is my being in a position to know that I see a blue object at a certain location.  

This is not to say that I cannot enjoy a visual intuition in this circumstance.  Imagine that the object before me is in fact a blue sphere.  I cannot enjoy a visual intuition of a blue sphere, i.e., an episode in visual consciousness which ensures that if I were to exercise the conceptual capacities required for judging that there is a blue sphere in a judgment to the effect that I see a blue sphere, then this judgment would be knowledgeable.  But I might still enjoy a visual intuition of something.  It cannot be that each of these conceptual capacities is (as we might put it) salient, in the intuition I enjoy.  The conceptual capacity associated with the concept of being blue cannot be salient in an intuition I enjoy, in this circumstance, because I could not—in this circumstance—enjoy an intuition which is my being in a position to know that I see a blue object.  But the conceptual capacity associated with the concept of being spherical might be salient in an intuition I enjoy, because I might—in this circumstance—enjoy an intuition which is my being in a position to know that I see a sphere.  The same thing goes for the capacity associated with the concept of looking blue; for another thing that I might be in position to know, through the intuition, is that I see something that looks blue.  Of course, this conceptual capacity is not one I can possess independently of possessing the conceptual capacity associated with the concept of being blue.  But possession of conceptual capacities is one thing; their salience in intuitions is another.    

McDowell claims that certain conceptual capacities which the subject possesses are actualised—but not exercised—in intuitions.  I suggest that we understand this claim as meaning no more than that certain such capacities are salient in intuitions, in the sense just outlined.  I do not know if McDowell wants to mean anything more than this.  But nor do I know that he needs to mean anything more.  
1.3.  This conception of visual intuitions enables us to see how the facts which perceptual knowledge involves—facts of the form “I am confronted (e.g., visually) by an object with such-and-such features”—fall within the scope of self-consciousness.    

I have spoken of perceptions—cases of being confronted (e.g., visually) by particular objects.  And I have spoken of intuitions—actualisations of conceptual capacities in visual consciousness which are cases of the subject being in a position to know that they perceive objects with such-and-such features.  And for all I have said so far, it might seem that these are distinct realities.  There are perceptions, and there are intuitions.  But of course this is not so—and not what McDowell wants to say.  He wants to say that intuition is the form which perception takes in rational subjects. 
Restricting our attention to rational subjects, then, we can say the following.  A perception is an intuition, i.e., it is a case of being in a position to know that I enjoy a perception of an object with such-and-such features.  Put differently: a perception is a case of being in a position to know this very episode.  Or, more figuratively: a perception is an episode which is implicitly conscious of itself.  Perception is self-conscious.  And it is a relation—to particular objects.  So, it seems we can say that perception is a certain kind of self-conscious relation to particular objects.   

But this point needs careful handling.  There is no such thing as a perception which is not an intuition (or vice versa).  Consider a visual perception of a blue sphere.  That is a visual intuition.  So, it is self-conscious.  But it might not be a visual intuition of a blue sphere.  It must be a visual intuition of something, if it is a visual intuition at all.  Perhaps it is a visual intuition of a sphere, i.e., perhaps it is an episode which is implicitly conscious of itself as a visual perception of a sphere.  But it does not follow that it is a visual intuition of a blue sphere, i.e., an episode which is implicitly conscious of itself as a visual perception of a blue sphere.  For the subject might be in reflectively unfavourable circumstances, which prevent the subject, not from seeing a blue sphere, but from enjoying a visual intuition of a blue sphere, i.e., an intuition which is my being in a position to know that this is what I see.    

We might put the point in disjunctive form: a perception of an F is either an intuition of an F, or merely a perception of an F, i.e., a perception of an F which (just because it is a perception) is an intuition of something, but which is not an intuition of an F.  We might think of this as a disjunctive conception of perceiving.  It lies at right angles to McDowell’s disjunctive conception of experience, at least when the latter assumes the form which it does in the context of McDowell’s current conception of intuitions.  McDowell distinguishes an intuition of an F from a merely seeming intuition of an F, i.e., from an episode in sensory consciousness which merely seems to be a case in which knowledge that I perceive an F is available to me.  A seeming intuition of an F—an episode in sensory consciousness which seems to be a case in which knowledge that I perceive an F is available to me—is either an intuition of an F, or a merely seeming intuition of an F.  A merely seeming intuition of an F might be a perception of something other than an F.  It might, e.g., be a perception of something which looks like an F, but in fact is not.  And, it might still be an intuition of something—e.g., of something which looks like an F. 

All it takes, to arrive at the knowledge which I am in a position to arrive at, simply by enjoying an intuition, is to judge accordingly.  There is no need to acquire any new evidence, or any new perceptual reasons, i.e., any perceptual reasons over and above whatever such reasons I enjoy simply by enjoying the intuition.  If there was, then it would not be the case that the intuition is my being in a position to know.  I.e., we would not be using the idea of an intuition as a case of my being in a position to know that such-and-such is so to capture the idea that the fact that such-and-such is so is in the scope of my self-consciousness, through my enjoyment of the intuition.   

This reflects a shift in McDowell’s use of this idea.  He used to say that reflectively unfavourable circumstances were no obstacle to the enjoyment of an episode, in visual consciousness, which is my being in a position to know a certain fact.
  But he now says that, if I enjoy a visual intuition of an object with such-and-such features, then all I need to do to know the fact which this episode is my being in a position to know is to judge that it obtains—specifically, to judge I am visually confronted by an object with such-and-such features.  (“Since the intuition makes the object visually present to me through those features, such a judgment would be knowledgeable.”
)  And this means that he thinks that I cannot enjoy a visual intuition of, e.g., a blue object, in a circumstance which I have reason to believe is unfavourable—for if I could, then it would not be the case that, if I enjoy such an episode, then all I need to do to know that I see a blue object is to judge that I do.  I would also need to assure myself that the reason which I have to believe that the circumstance is unfavourable is not the excellent reason for believing this which it seems to be, but the misleading reason which it in fact is.  Becoming assured that this is so might be something I am able to do simply by reflecting on the other reasons which are available to me at the time.  But, equally, it might require seeking out new perceptual reasons (it might require, e.g., taking the object to a room where I know the lights are normal, and seeing whether it looks blue in there).  And this is something which my enjoyment of the intuition must rule out, if it is to be my being in a position to know the relevant fact, in the sense of this which matters for the idea that this fact is—through my enjoyment of the intuition—in the scope of my self-consciousness.  So, it is important at least to insist that I cannot enjoy an intuition of an F in a reflectively unfavourable circumstance in which I have reason (to believe that I am in an unfavourable circumstance) the misleading character of which I can only become assured of through acquiring new perceptual reasons.  And McDowell does insist on this, by elaborating a conception of intuitions which entails that I cannot enjoy an intuition of an F in reflectively unfavourable circumstances.  
We now have before us a certain account of perceptual knowledge.  Enjoying perceptual knowledge that there is an F there requires, minimally, enjoying a certain sort of perception of an F, i.e., one which is an intuition of an F—for enjoying such a perception is my being in a position to know that I perceive an F.  

And not only that: it is my being in a position to know (perceptually) that there is an F there.  That it is my being in a position to know either of these things is intelligible only because it is my being in a position to know the other.
  And because it is my being in a position to know this (perceptually), to arrive at this perceptual knowledge—just as to arrive at self-knowledge that I perceive an F—all I need to do is judge accordingly.  This is a judgment to which I know myself to be entitled by the fact that I perceive an F—i.e., by that reason self-knowledge of which is available to me through the very intuition which makes available to me this perceptual knowledge. 
2.  I now want to do something to defend this account of perceptual knowledge by considering three different criticisms of it (or, in one case, something close to it).  These criticisms are due to Travis, Sosa, and Wright respectively.  First, Travis.
    
2.1.  Travis wants to agree with McDowell that through perception I am in a position, not only to know (perceptually) that there is an object with certain features at a certain location, but also to know that I perceive an object with these features.  But Travis wants to insist against McDowell that perception cannot make this knowledge available by itself; perception’s being a case of my being in a position to know these things is necessarily owed to something extrinsic to itself, i.e., to my possession of a certain kind of capacity—specifically, a re-cognitional capacity, a capacity to tell that I perceive an object with such-and-such features at such-and-such a location.  

As is well known, McDowell can and does grant that some of the things that my perception is my being in a position to know are things that my perception is my being in a position to know only thanks to my possession of re-cognitional capacities.
  But to insist that there is no knowledge concerning my perception of objects—and so, no knowledge concerning the objects I perceive—which is made available to me simply through perception, is to let go of one of the central ideas which McDowell’s account aims to articulate, i.e., that perception is—intrinsically—self-conscious.  Enjoying perception—by itself—is not being in a position to know anything.  Perception is not intuition.  It is independent of conceptual capacities.  Travis wants to say that it is a “mental phenomenon”.  But because he denies its intrinsic self-consciousness, it is not clear what content he wants those words to bear.  Perception, on this view, seems to be just another thing I suffer from—like Grave’s Disease.  Awareness that I suffer from it is not something which it itself provides for.    

Travis thinks that he has to endorse this view of perception in order to resist a certain dominant conception of what perception is.  He wants to hold that perception, simply, is a certain sort of relation—a perceptual relation—to particular objects.  It is not, as the dominant conception would have it, a perceptual relation to something thinkable, i.e., to “content”.  Particular objects are not thinkable; they are rather (as it were) think-about-able—I can think about them, but I cannot think them.  So, what I perceive are things that are think-about-able, not things that are thinkable.  The relation of perceiving something thinkable is, minimally, a relation to content which is not a matter of judging or accepting what the subject is thereby related to; it is not that relation to content which Travis calls “autorepresentation”, a stance towards content which we can understand, for present purposes, simply as a matter of taking something to be so.
  The task of spelling out in positive terms what this relation is—if it is not judgment—is not an easy one; advocates of the dominant conception tend to settle for a merely negative characterisation.  Travis thinks that to understand perception as McDowell does—as a certain kind of actualisation of conceptual capacities—is to conceive of perception in this dominant way.  Consequently, Travis thinks that he must reject McDowell’s understanding of perception. 


But this is a mistake.  One can resist the dominant conception without placing perception outside the scope of self-consciousness.  To understand perception as McDowell does is to conceive of it as somehow implicating content.  This content is not the content of an act of “autorepresentation”, because it is not taken to be so.  But nor is it the content of perception.  Rather, it is the content of—what we might call—the self-consciousness in perception.  It is not what one perceives, but what one is in a position to know because one perceives what one does.  What one perceives are particular objects, things one can think about, not things one can think.  However, in perceiving these things one is—thanks to one’s conceptual capacities—in a position to know that one perceives them (or at least, some of them).  

Perception, for Travis, is “mere confrontation”.
  McDowell also describes perception as confrontation (“I am visually confronted by an object with such-and-such features”).  But it is not mere confrontation; it is self-conscious confrontation.  And that means that it cannot be independent of conceptual capacities.  
Travis not only thinks that conceiving perception in McDowell’s way lands us with the dominant conception.  He is also puzzled by McDowell’s insistence that we need to conceive of perception as an actualisation of conceptual capacities in order to avoid the Myth of the Given.  Perception gives me things for knowledge; Travis wants to insist upon that.  What he cannot see is why we need to conceive of perception as an actualisation of conceptual capacities in order to understand its ability to make knowledge available to me—not just knowledge of what I see, but knowledge that I see it.  Why not conceive of this ability as owing, in part, to capacities—specifically, to re-cognitional, and therefore to conceptual, capacities—which are extrinsic to the perception?  If this is Givenness, then so be it.  


But if we conceive of perception as itself independent of conceptual capacities, in this way, we fail to conceive of perception as self-conscious.  And if we fail to conceive of perception as self-conscious, we lose the idea that perception makes available perceptual knowledge of the sort proper to rational subjects.  Perception is a case of perceptual knowledge being available to its subject; that is what perception—intrinsically—is, in rational and non-rational subjects alike.  And that form of perception which is a case of the subject’s being in a position to arrive at perceptual knowledge of the sort proper to rational subjects must be self-conscious.  For it must be a case of the subject’s being in a position to arrive at self-knowledge that I perceive an object with such-and-such features; that is what perceptual knowledge of this sort’s being available to the subject is.  Once we lose the idea of perception as self-conscious, we lose McDowell’s account of perceptual knowledge.  And this would not be a happy upshot for Travis, because he purports to accept the fundamental commitments of this account (i.e., those presented in §1.1. above).
  
2.2.  There are philosophers who reject these commitments, of course.  Sosa is a prominent contemporary example.  Sosa agrees that perceptual knowledge in rational subjects involves perceptual reasons which are knowable “from the inside”.  But he insists that these reasons need not be inconsistent with the falsity of the beliefs for which they are reasons.  Indeed, he never even considers the possibility that the reasons which perceptual knowledge involves might be falsity-inconsistent.  He just assumes that these reasons can only be falsity-consistent; specifically, he assumes that they can only be facts of the form “I seem to perceive that such-and-such is so”.  

Evidently a subject who merely has a falsity-consistent perceptual reason to believe that such-and-such is so does not know (perceptually) that this is so, even if the subject believes that this is so, and even if this belief happens to be true.  By my lights, this means that there must be something fundamentally wrong with this account of perceptual knowledge, i.e., it must be working with the wrong conception of perceptual reasons.  But by Sosa’s lights, it merely means that the account is incomplete, and needs to be supplemented with a certain “external” condition, i.e., that it is no accident that the belief is true, because there are reliable connections between the subject’s apparent perceptions (i.e., between the episodes of seeming to perceive that such-and-such is so which I enjoy) and the world.  That there are such reliable connections is not itself inside the scope of self-consciousness.  Knowledge “from the inside”—what Sosa calls “reflective access”—still has a place in the picture.  But its scope cannot extend to facts which do not fall short of facts about the world, e.g., to facts to the effect that my apparent perceptions are reliable.   

As far as I am aware, neither Sosa nor his supporters have ever attempted to articulate in any detail the notion of knowledge “from the inside” which they employ.  A standard move is to try to postpone this project by saying that by “reflective access” they mean the distinctive form of knowledge that we of our own “mental states”—whatever exactly it is; the project of articulating this idea is to be left for another day (or perhaps for other philosophers, working in a different “branch” of the subject).
  But they are clear at least about how they conceive of “its” scope.      

Sosa does not merely think of his account as an account of perceptual knowledge.  He thinks that it can also afford us what Barry Stroud has called “a philosophically satisfactory understanding of our knowledge of the world”.
  If we had such an understanding then we would know two things: first, what conditions must be satisfied for us to enjoy perceptual knowledge; and secondly, that these conditions are satisfied (if they are)—and so, that we enjoy knowledge of the world (if we do).  According to Sosa, we know what these conditions are.  And if these conditions are satisfied, and if the beliefs and falsity-consistent perceptual reasons which we enjoy have the right sort of content—i.e., if what we believe, and we seem to perceive, is: that human beings satisfy these conditions—then we know that these conditions are satisfied, and so, we know that human beings enjoy knowledge of the world through the operation of a reliable faculty which human beings possess, i.e., the faculty of sense perception.  And if we know this then we know that, thanks to the operation of this faculty, we enjoy knowledge of the world.  Or so Sosa claims.   

But Stroud demurs.  Stroud maintains that, even if these conditions were satisfied, and our beliefs and falsity-consistent perceptual reasons had the specified content, we would not have “a philosophically satisfactory understanding of our knowledge of the world”.  This is not because the satisfaction of Sosa’s conditions is not sufficient for perceptual knowledge.  Stroud is prepared to grant that it is.  And it is not because the satisfaction of these conditions, together with the possession of beliefs and falsity-consistent reasons with the appropriate content, is not sufficient for us to know that human beings enjoy knowledge of the world.  Stroud is prepared to grant that this is sufficient as well.  But he insists that, even if these conditions are suitably satisfied, and so even if we have the knowledge that human beings enjoy knowledge of the world which their satisfaction affords us, we would still lack a “philosophically satisfactory understanding of our knowledge of the world”.  

The issue turns, according to Stroud, on whether someone who satisfies these conditions could “recognise himself as knowing and not merely confidently believing … that sense perception is a way of getting knowledge of the world”.
  That is what a philosophically satisfactory understanding of our knowledge requires.  And that is what Sosa’s epistemological theorist is unable to have, precisely because of “the poverty of the resources available to him for understanding his own knowledge”.
  What is available to the theorist is—simply—that he seems to perceive that such-and-such is so; that he believes that such-and-such is so; that he believes that there are the requisite “reliable connections”; and that he believes that if these conditions are satisfied then he has perceptual knowledge of the world, thanks centrally to these “reliable connections”, i.e., thanks centrally to the reliability of his sense perception.  Clearly someone who only had these things available to him could not come to know, simply through what is available to him, that there are these “reliable connections”, i.e., he could not come to know, simply through this, that his sense perception is reliable.  And because of this he could not come to know, simply through what is available to him, that he—or anyone else—knows anything about the world.  
To make the point vivid, Stroud compares the position of this theorist with that of “a committed crystal-ball gazer”, who has available to him: that he seems to perceive, in his crystal-ball, that such-and-such is so; that he believes that such-and-such is so; that he believes that there “reliable connections” between his apparent crystal-ball perceptions and the world; and that he believes that if these conditions are satisfied then he has “crystal-ball-gazing knowledge” of the world.  Evidently this person could not come to know, simply through what is available to him, that he—or anyone else—knows anything about the world.  And what is available to him is not formally distinct from what is available to Sosa’s epistemological theorist.  How then can Sosa’s theorist have “a philosophically satisfactory understanding of our knowledge of the world”?  If his theorist can have such an understanding, then it seems that the crystal-ball gazer should be able to have this as well.  And because what is available to his theorist is, according to Sosa, nothing other than what is available to us, we could equally put Stroud’s point by saying that if we can have this understanding, then it seems that the gazers should be able to have it as well.  

Sosa finds this objection puzzling.  “Remarkably”—he remarks—“this is said to be so despite the fact that, while the contents of our experiences are reliably connected with the beliefs that they yield, the contents of the crystal balls have no reliable connection with the truth of their deliverances.”
  And this is not merely a fact; it is a fact which Stroud himself affirms.  For Stroud endorses what he calls “the straightforward answer” to the question of whether we can have a philosophically satisfactory understanding of our knowledge.  This answer says that we can sometimes perceive, and thereby know (perceptually) that such-and-such is so.  And one of the things “we have no trouble seeing and so knowing [is] that there are no reliable connections between what people see in crystal balls and what goes on in the world beyond them.”  But Sosa thinks that, by acknowledging that we know this, Stroud makes real trouble for his claim that, if we think that Sosa’s epistemologist has a philosophically satisfactory understanding of our knowledge of the world, then “we would have to concede that crystal-ball gazers have a satisfactory understanding of crystal-ball gazing knowledge”.  This claim is—Sosa maintains—“refuted by [the] crucial difference that Stroud and I both recognise: namely, that we know our perceptual faculties to be reliable whereas the gazers believe but do not know their gazing to be reliable”.  How can we and the gazers be in the same position with respect to the ability to attain a satisfactory philosophical understanding, “if we do know but they do not know about the reliability of the faculties involved?”
  

But this response misunderstands Stroud’s comparison with the crystal-ball gazers, and the dialectical point of the “straightforward answer”  

Sosa would not dispute that we cannot come to know that we enjoy perceptual knowledge of the world simply through knowing the things which Stroud presents as the only things that are available to us.  Precisely not; Sosa thinks that acquiring this knowledge also requires the satisfaction of an “external” reliability condition.  But even if this is right as an account of the conditions whose satisfaction is sufficient for us to enjoy perceptual knowledge (including knowledge that human beings enjoy such knowledge), it is not of the right shape to constitute “a philosophically satisfactory understanding of our knowledge of the world”.  And this is precisely because it appeals to conditions whose satisfaction lies outside of what is available to the subject, i.e., outside of self-consciousness.  The elements of a philosophically satisfying account must be provided for entirely from within self-consciousness.  So, even if there is a difference, in point of reliability, between our experiences and those of the crystal-ball gazers, if this fact is not “reflectively accessible” then it is irrelevant from the perspective of the kind of understanding that we seek.  And even if we know that there is this difference, if this knowledge is not itself in the scope of self-knowledge, then it is equally irrelevant to that species of self-understanding which a philosophical understanding of our knowledge of the world is. 


The point of the “straightforward answer” is that it rejects Sosa’s impoverished account of our self-consciousness.  For it claims that one of the things available to us is that we see, and so know, how things are in the world.  And amongst the things that we can—self-consciously—see to be so are: that our fellows can see how things are, and: that crystal-balls are not reliable indicators of the facts.  When Stroud acknowledges that we know the latter he is acknowledging something which is not available to us, on Sosa’s account.  That is precisely the problem.  For if it was available to us, just as the “straightforward answer” claims, then there would be no problem—we would have the philosophical understanding which we seek.  

Sosa seems to lose his way partly as a result of Stroud’s willingness to grant—for the sake of argument—that the satisfaction of Sosa’s conditions is sufficient for perceptual knowledge.  We might think that we should refuse to grant this.  For we might think that if their satisfaction is not sufficient for the kind of understanding that we seek, how can it be sufficient for us to enjoy perceptual knowledge?  This knowledge must come packaged with the kind of self-understanding which Sosa’s account denies to us, on pain of not being knowledge in rational subjects at all.   
  That, effectively, is McDowell’s point.  Perceptual knowledge must involve self-knowledge of facts which do not fall short of the facts known perceptually, i.e., self-knowledge of those facts which constitute falsity-inconsistent perceptual reasons.  This can be seen by comparing the epistemic position of the subject of McDowell’s account of perceptual knowledge with the subject of Sosa’s account.  The former knows (or at least, it only takes reflection for them to know) that they perceive an F; so they cannot fail to know, thanks to their perception, that there is an F there.  The latter, by comparison, merely has a belief, which as it happens is not fortuitously true, and which they have some reason to think is true—but which they have no more reason to think is true than it is possible for them to have in a case where the belief is false.  (This is why I say that their belief is only as it happens not fortuitously true; from the perspective of the subject’s perceptual reasons—those available to the subject—the truth of their belief is just as much of an accident as its falsity would be.)  

We can make this last point without endorsing Stroud’s claim that perceptual knowledge itself is in the scope of self-consciousness.  My being confronted with an object with such-and-such features is in this scope; but that is not itself perceptual knowledge that there is an object with those features at such-and-such a location.  This is not, of course, to deny that perceptual knowledge must be in the scope of self-consciousness.  It is merely to say that that is a different point from the point central to McDowell’s account of perceptual knowledge as I have presented it so far—i.e., that facts about what I am perceptually confronted with must belong in this scope. 

It is not entirely clear what Stroud means by perceiving that such-and-such is so.  He means at least knowing (perceptually) that this is so.  And because he thinks knowing this to be so requires taking it to be so, he does not mean a perceptual relation to content—as I have understood that in this essay.  But I do not think he simply means knowing (perceptually) that this is so; he also seems to want to mean something which would render otiose an account of perceptual knowledge such as McDowell’s, i.e., an account which makes essential appeal to a perceptual relation to reality which is not itself perceptual knowledge.  So, he seems to want to mean a certain sort of perceptual relation to reality.  But if that is to be understood as somehow “autorepresentational”, I am not sure I know what it could be, for one mark of a perceptual relation is that it is not a case of “autorepresentation”.       

We do not need to resolve this matter here, for on the issue which is crucial for present purposes—of whether self-consciousness embraces facts which do not fall short of what can be known perceptually—McDowell and Stroud are at one.    
2.3.  This issue is also the crucial sticking-point between McDowell and Wright.

Wright’s case against McDowell turns on the following example: 
Suppose that I knowingly participate in double-blind trials of a new hallucinogenic drug.  Half the participants receive the drug, the other half an identical-looking and identical-tasting vitamin pill. … I take the pill and then am invited to sit down.  … [A]s it happens [I enjoy] a perfectly normal, veridical waking experience.  Nevertheless, it would, in the circumstances, be unwarranted [because it would be unreasonable] for me to believe [that I do].
  

Consequently, I cannot, in these circumstances, know that I enjoy “a perfectly normal veridical waking experience”.  The central point which Wright is making here is a familiar one: that if it is not reasonable for me believe that such-and-such is so—e.g., if I have available to me a reason to withhold belief as to whether such-and-such is so—then I am not in a position to know that such-and-such is so.  Wright would not dream of suggesting that most cases in which I seem to perceive an F are like this one, of course.  But he wants to use this case to undermine McDowell’s account of perceptual knowledge.  For his claim is that “one is in fact no better placed in general … than the hypothetical subject of the imaginary double-blind trial”.
 
The hypothetical subject has balanced evidence for and against the possibility that he is out of perceptual touch with the real world.  But a special case of balanced evidence is the situation of no evidence either way.  And that … is exactly our predicament in general.  For it is undeniable that if the alternatives are to suppose that my current experiences are elements of veridical perceptual activity and to suppose that they are a marvellously convincing counterfeit, then the subjective quality of the experience itself—what it is like to undergo it—can indeed provide no rational motive for either view.
 
When Wright speaks of the “rational motive”—i.e., the reasons—which “the subjective quality of the experience itself” can provide, he has in mind falsity-consistent perceptual reasons, e.g., of the form “I seem to perceive an F”.  
In this passage, Wright makes a notable claim, and a notable assumption.  
The claim is that the only reasons which “the subjective quality of the experience itself” can provide, i.e., falsity-consistent reasons, cannot by themselves make it reasonable for me to believe that I perceive an F.  To do this they would have to make it reasonable for me to believe that rather than the opposing proposition that I merely seem to perceive an F.  And Wright insists that they cannot do this, precisely because they cannot, by themselves, make it reasonable for me to believe that there is an F, rather than the opposing proposition that there is no F but it merely seems to me that there is.
  Only if they could do that could they make it reasonable for me to believe that I perceive an F.  The only stance which they, by themselves, can make it reasonable for me to take on the issue of how things are in the surrounding environment (including: on the issue of whether there is an environment) is agnosticism—e.g., one of believing, merely, that there seems to be an F there.    


 The assumption is that the only reasons which “the subjective quality of the experience itself” can provide me with, i.e., falsity-consistent reasons, are the only reasons that are available to me.  And from this assumption, together with the claim, Wright concludes that it is never reasonable for me to believe that there is an F, rather than the opposing proposition that there is no F but it merely seems to me that there is.  “[T]he situation of no evidence either way… is exactly [my] predicament in general.”  Wright never argues for this assumption.  He writes as if it is simply obvious.
    


In assuming that my reasons can only be falsity-consistent, Wright is taking for granted the falsity of the very account which he purports to be arguing against.  That he does not see this account as an option comes out when he asserts, again without argument, that “[t]he mere fact of perceptual apprehension, if that is what it is, cannot per se make it rational to claim that that is what it is”.
  This is just what is at issue.  For McDowell’s account holds that the mere fact that I perceive something does make it rational to claim that I perceive something, for the fact that I do so just is the fact that I enjoy an intuition of an object with such-and-such features.  If I enjoy such an intuition then I am in a position to know I perceive such an object.  And, if I am in this position, then it is reasonable for me to claim that this is what I perceive.    
So long as we focus on the letter of what Wright has to say, this response will suffice to show (one thing) that is wrong with it.  But I do not think this response speaks to its underlying spirit; the spirit responsible not just for Wright’s not seeing this as an option, but for the sense that this response—whatever its merits as a response to the letter of what Wright says—fails to address the crucial issue which divides Wright from McDowell, on the issue of perceptual knowledge.  

What, then, “the crucial issue” which divides them?  Well, I think that part of the answer is that they are engaged in different kinds of epistemological project.  Wright is engaged in the project of trying to vindicate my perceptual knowledge claims—by which I mean: not claims to the effect that I perceptually know that P, but claims to the effect that P which purport to express perceptual knowledge that P—from a certain kind of detached perspective.  Whereas McDowell is engaged in the different, more modest project of trying to say what my perceptual knowledge consists in, without aspiring to this sort of detached vindication.  


The mark of the detached perspective is that it excludes—i.e., it detaches itself from—not only empirical knowledge, but also any knowledge the content of which does not fall short of facts about the world.  So it does not include perceptual knowledge that there is an F.  And nor does it include self-knowledge that I perceive an F—for that does not fall short of the fact that there is an F.  Falsity-inconsistent perceptual reasons are not available from the detached perspective.  

Vindicating perceptual knowledge claims, from this perspective, is a matter of doing two things: first, assuming that true claims which purport to express perceptual knowledge suffice to express knowledge simply in virtue of being grounded in reasons which are available from this perspective; and then, secondly, specifying which reasons, from amongst those available from here, suffice to ensure that these claims do express knowledge.  This seems to be Wright’s project.  And it has a familiar upshot.  Simply being grounded in reasons of this type cannot suffice to ensure the expression of knowledge.  Indeed, if Wright is correct, the upshot is actually worse than this, i.e., that such a claim cannot so much as be grounded in reasons of this type, for the only stance which reasons of this type can make reasonable is agnosticism; in the absence of reasons which could suffice for the expression of knowledge, perceptual knowledge claims are out of order.  

It is one thing to engage in this project; it is another to allow its requirements to control one’s very conception of what belongs in the scope of self-consciousness.  But that is what Wright does.  And, as we have seen, when Wright considers a position which questions the resulting, highly restricted, conception of what belongs in this scope, he does not argue against it; he simply assumes that it is false. 
3.  It remains the case, however, that Wright’s allowing the requirements of the vindicatory project to control his conception of self-consciousness has a certain kind of intelligibility—given that he is engaged in this project.  But what is the rationale for allowing this if one is avowedly not engaged in the project of detached vindication, but merely aspiring to say what my perceptual knowledge consists in, without aspiring to vindicate its claims from the detached perspective? 


It is the assumption that the only reasons which can be available to me must be of the falsity-consistent sort which divides those who endorse an account of perceptual knowledge as implicating falsity-inconsistent reasons from proponents of Sosa-style epistemology.  With that assumption in place, McDowell’s account of perceptual knowledge is not a possibility, for it claims that my reasons can be falsity-inconsistent.  But short of this assumption, this account of perceptual knowledge seems to be a possibility; and if it is then the dominant Sosa-style account of perceptual knowledge seems, by comparison, to be simply a non-starter.      


What is Sosa-style epistemology’s rationale for this assumption?  It would have a rationale for the assumption if it was trying to vindicate my perceptual knowledge claims from the detached perspective.  But, as I understand this form of epistemology, it explicitly disavows this vindicatory project.  What, then, is it trying to do?  What project is it engaged in?  If it is simply trying to understand my perceptual knowledge, without aspiring to detached vindication, why does it assume that my perceptual reasons cannot be falsity-inconsistent?  It seems to be allowing its conception of what my reasons must be—and so, it seems, its conception of what belongs in the scope of my “reflective access”—to be controlled by the requirements of a project (i.e., the vindicatory project) which it explicitly disavows.  

We are left, then, with a question.  If the project of Sosa-style epistemology is not that of detached vindication but merely that of trying to understand my perceptual knowledge without aspiring to such vindication, why does it employ a conception of my reasons—and, with it, a conception of the scope of my “reflective access”—which is controlled by the requirements of this vindicatory project?  
(And if this is not its project, what is it trying to do?) 
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